Coding Agents Don’t Know When to Act
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l Coding agents now own codebases

Vibe coding 41.1% of sessions

the agent writes (almost) all the committed code

Collaborative 33.9% of sessions
the human and the agent both write code

Human-only 25.0% of sessions
the human writes all the code

SWE-chat: Coding Agent Interactions From Real Users in the Wild, Baumann et al., COLM 2026



l Human developers often make judgment calls

Code change

B @ Bug confirmed
@ — @ Partially fixed

O, _

A user reports
a bug




l Can agents make judgment calls too?

Code change
@ Bug confirmed

@ @ ?) - | @© Partially fixed
O q
@ - "1 No code change

A user reports An agent — | Q Already fixed

a bug investigates
— 0 Can't reproduce

- @ Not a bug




l SWE-bench: coding tasks from real GitHub issues

O Collected from 12 popular open-source Python repositories on GitHub

astropy django flask matplotlib pylint pytest requests scikit-learn seaborn sphinx sympy Xarray

1 - A user opens an issue g

“Compilation of nested loops breaks when it
contains assignments.”

, |
main branch I
O ) O O

A4
|

g 2 - A developer fixes it in a pull request, which gets merged

Code patch - src/compiler.py Tests - tests/test_loop.py
+ def test_loop_assignment():

- if isinstance(t, Name):
fail before the patch — pass after

+ if isinstance(t, (Name, Subscript)):



l SWE-bench task: resolve the issue

r N
{F Buggy Code Issue
Pre-PR Reported by a user
8 src/ Compilation of nested
() compiler.py loops breaks when it
D rewriter.py contains assignments.
D helper To reproduce compile
Perpy the following code:
B3 tests/
() test_loop.py for x in xs:
f [ :
[ README oryinys
: x[0] =y
D pyproject.toml
& J

SWE-Bench Verified

#) Code Change

Fix in relevant code

65 src/
[ compiler.py

J

Tests pass



l Evaluating coding agents’ judgment of when not to act

4 N )
£F Buggy Code (@ Issue
Pre-PR Already Resolved
85 src/ Compilation of nested
[ compiler.py loops breaks when it
D rewriter.py contains assignments.
heI o To reproduce compile
per-py the following code:
B3 tests/
D test_|oop_py for x in xs:
foryinys:
D README 0] =y
D pyproject.toml
. y . J
N .
oY FixedBench



l Evaluating coding agents’ judgment of when not to act

4 N (
}~ Patched Code Issue
Post-PR Already Resolved
8 src/ Compilation of nested
() compiler.py loops breaks when it
D rewriter.py contains assignmen.ts.
D helper.py To reproduce compile
' the following code:
B tests/
() test_loop.py for x in xs:
D README fo%]'”:ys'
D pyproject.toml y
\ VAN
AT .
. FixedBench

Code Change

“Fix” in relevant code

src/
() compiler.py

4 )
No-code Change
Only documentation or tests
63 tests/
() test_loop2.py
. v,
4 ™

Y/

Success

Failure



l Coding agents don’t know when to act

Unnecessary Edits [%] {
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l Coding agents don’t know when to act

Unnecessary Edits [%] {

80 = Every agent edits working code!
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Do the models try to reproduce?

@® Unnecessary Edit [ Abstained

Check for Fixes

Check Git History o O Agents that abstain gather
evidence first
Reproduction
Reproduced Before Edit Q===
0% 50% 100%

Checks git history Reproduces before editing
Sonnet 4.6 - django__django-11179 Sonnet 4.6 - astropy__astropy-14182

$ git show 040e9303f5 -- $ python -c "... tbl.write(sys.stdout,

django/db/models/deletion.py format='ascii.rst', header_rows=["'name',

'unit'])"

“The last commit already applied = ===== ========

the fix — it added setattr(instance, Vﬁﬁve reSpggse
model._meta.pk.atthame, None) at line 280.

The fix is in place.” “The feature already works.”



l Do the models realize the issue is fixed?

@® Unnecessary Edit [ Abstained

Check for Fixes .
Agents that abstain gather

Realizes Bug Already Fixed O ] evidence first
Reproduction
Even after realizing the issue is
0% 50% 100% solved, agents still edit

Realizes the bug is fixed... and still edits

Sonnet 4.6 - sympy__sympy-13551

$ git show HEAD

“The last commit fix is correct.”
Then edits sympy/concrete/products.py anyway:

p = self._eval_product(p, (k, a, n))
+ if p is None:
+ return None



What kind of edits do the models do?

Codebase Edits

@® Unnecessary Edit [ Abstained

Unrelated Fix Bl = = == = o o o o o o o o o =@
NO-Op Edit M= = = = = — — =@

0%

Unrelated fix

Sonnet 4.6 - django__django-16485

$ git diff HEAD~1 HEAD --
django/template/defaultfilters.py

“Found it. The last commit changed p <
0 to p <= 0, which fixed the p=0 case. But there's - regex
still a crash when prec computes to <= 0"

- prec
+ prec

abs(p) + units + 1
max(abs(p) + units + 1, 1)

50% 100%

No-op edit

Sonnet 4.6 - django__django-11099
“The file already has \Z at the end but still uses
~ at the start instead of \A. The fix needs both
anchors changed.”

rUA\W.@+-]+\Z"
r\A[\W. @+-]+\Z'

+ regex

Without re. MULTILINE, * already matches only at the start:
same behavior.

Agents that abstain gather
evidence first

Even after realizing the issue is
solved, agents still edit

Most edits are either useless or
unrelated to the issue



l Can we improve agents’ judgment with prompting?

Issue
Already Resolved

Compilation of nested
loops breaks when it
contains assignments.
To reproduce compile
the following code:

for x in xs:
foryinys:
x[0] =y

Edit: “Please edit the codebase to address
the following task”

Issue: the issue text alone (baseline)

Reproduce: “First, reproduce the issue.
Then fix it...”

Abstain or Fix: “.. If the issue is not present (anymore),
report that and don’t make changes.”



l Our Results - Prompting appears to solve the over-acting problem

Unnecessary Edits [%] { Asking to edit makes it worse
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l Our Results - Prompting appears to solve the over-acting problem

Unnecessary Edits [%] { Asking to edit makes it worse
80 63.5
60 I 222
43!5 39 5 I
35.0 34.5 ' Asking to reproduce the issue
40 I first does not help!
20
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Sonnet 4.6 GPT-5.4 Mini
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l Our Results - Prompting appears to solve the over-acting problem

80

60

40

20

Unnecessary Edits [%] |

63.5
43 5 I
35.0 34.5
. I 19.5
Sonnet 4. 6
Edit Bl Issue

Reproduce WM Abstain or Fix

52.5

39.5 :I:

11.5

GPT-5.4 Mini

Asking to edit makes it worse

Asking to reproduce the issue
first does not help!

Framing abstention as success
significantly helps




l What if there is only a partial fix?

4 N N g R
%o Patched Code () Issue No-code Change
Post-PR Already Resolved i
8 src/ Compilation of nested éeftsi o002
) compiler.py | loops breaks when it est_loopz.py
[ rewriter.py = contains assignments. \_ y Success
To reproduce compile
D helper.py ;
the following code:
B tests/
() test_loop.py 0 for x in xs:
D rReADME f°r36'” ys: £ src/
x[0] = ,
pyproject.toml 1=y D compiler.py
Failure




l What if there is only a partial fix?

4 N ( ™ ( )
£ Partial Fi O Code Change
ar lal FIX Ss_ue Fix in relevant code
Post-incorrect-PR Partially Resolved
65 src/
85 src/ Compilation of nested D compiler.py
compiler.py loops breaks when it
) rewriter.py 0 contains assignments. \ o Success
D helper.py To reproduce compile

the following code:

B tests/
() test_loop.py 0 for x in xs:
['_"] README foryinys:

x[0] = y 63 tests/
() test_loop2.py

pyproject.toml

Failure




l Prompting biases the behavior

Abstention Rate [%] Bl Issue M Abstain or Fix . . .
Issue prompt: similar abstention

100 88.1 with a proper or a partial fix
/ 77.6
80 62.7
55.2
60
40 Abstain-or-Fix: same boost in
both cases (+22 / +25 pts)
20
0

Fixed Partial
GPT-5.4 Mini



l How can we fix it?

o —~®

C N

Prompting alone is not sufficient Should RL-Train agents to abstain



l Coding agents lack judgment!

Do

coding agents have the judgment required for autonomous

deployments?

© @ ®

© - @ - P

A user reports Merged, often
a bug without review

An agent investigates
and writes a patch

Do coding agents have good judgment when
deployed autonomously?

What happens if the bug was already fixed?

l Our Results — Coding agents don’t know when to act
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l FixedBench: Evaluating if coding agents know when to act

( R 0
% Patched Code Issue
Post-PR Already Resolved
6 sre/ Compilation of nested
Dcompiler.py loops breaks when it
D rewriter.py =] contains assignments.
D helper.py To reproduce compile
B the following code:
B3 tests/
[ test_loop.py for x in xs:
DO README f";[y()]'”zy)f'
D pyproject.toml
Q B \_ 4
e .
= FixedBench

l Prompting biases the behavior

Abstention Rate [%]

100

. Fixed

Il Issue WM Abstain or Fix

88.1
77.6
80 62.7
53,7
60
40
20

Partial

GPT-5.4 Mini

.

. No-code Change

Only documentation or tests

3 tests/
() test_loop2.py

Success

p
Code Change
“Fix” in relevant code
src/
[ compiler.py

Failure

Issue prompt: similar abstention
with a proper or a partial fix

Abstain-or-Fix: same boost in
both cases (+22 / +25 pts)




l Paper and Code
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